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Goals of Key-Value Stores
• Export simple API

• put(key, value)
• get(key)

• Simpler and faster than a DBMS
• Less complexity, faster execution

• Varied forms of consistency 
• Typically no support for transactions (multi-key) 
• Sometimes even updates to the same key are not consistent
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NoSQL
• Key-value stores are a typical “NoSQL” system
• Properties of NoSQL

• Do not require relational schema
• Do not use SQL 
• Weak consistency 
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CAP: Three Properties
• Consider a distributed data store for key-value pairs
• Data is replicated for fault tolerance and latency
• Three properties are desirable

• Consistency: system behaves as if non-replicated
• Availability: every client request is served
• Partition tolerance: system can withstand network partitions
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CAP “Theorem”
• C, A, P: pick two
• Examples

• A+C: Strongly consistent system, no P
• A+P: Weakly consistent system, no C
• C+P: Trivial (no A required, system does nothing)

• DBMS are typically A+C systems
• Replication is good for fault tolerance, bad for latency

• NoSQL stores are typically A+P
• Replication is good for latency, bad for consistency
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ACID Properties
• Typical required properties of a DBMS

• Atomicity: All or nothing
• Consistency: Respect application invariants (e.g. balance > 0)
• Isolation: Transactions run as if no concurrency
• Durability: Committed transactions are persisted

• Consistency here has a different meaning!
• Consistency in CAP relates to Isolation in ACID
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Consistency Properties
• Consider a service that offers certain operations
• Consistency constrains operation results
• Single-object service

• Linearizability: total order of operations, follows real-time
• Eventual consistency: eventual convergence when conflicts stop
• Many other semantics
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Consistency with Multiple Objects
• Multi-object service with transactions

• Serializability: total order of transactions
• Strict serializability: total order of transactions, real-time
• Snapshot isolation: read from snapshots, forbid conflicts
• Many other semantics

• Today we focus on single-object (single-key) case
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Example implementations
• Linearizability

• Paxos group
• Contact a majority quorum for every write 

•Eventual Consistency
• Each storage node commits locally
• Commits are pushed asynchronously
• Conflicts are merged with deterministic criteria
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Dynamo
• Large scale key-value store
• Partitioned, fault tolerant
• Strict Service-Level Agreement (SLA)

• Upper bound on 99.9% percentile low latency
• This is called tail latency
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Replication and Eventual Consistency
• Each key is replicated in a preference list of nodes
• Eventually consistent

• Updates go to first W healthy nodes in preference list
• Read and write quorums might not intersect
• Later reconciliation in presence of inconsistency

• If a node in preference list is not reachable, skip and 
try to recontact later (hinted handoff)
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Quorums
• Sequential consistency: W+R > N
• Weak consistency: W+R<=N
• Q: How to set W and R to achieve persistency with f 
crashes AND weak consistency?
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Versioning: Vector Clocks
• One entry per node
• Node increments its entry 
when updates
• v1 > v2 if every entry of v1 is 
>= than the one of v2 and at 
least one is >
• If two vectors cannot be 
ordered, conflict

Dynamo has access to multiple branches that cannot be 
syntactically reconciled, it will return all the objects at the leaves, 
with the corresponding version information in the context. An 
update using this context is considered to have reconciled the 
divergent versions and the branches are collapsed into a single 
new version. 

To illustrate the use of vector clocks, let us consider the example 
shown in Figure 3.  A client writes a new object. The node (say 
Sx) that handles the write for this key increases its sequence 
number and uses it to create the data's vector clock. The system 
now has the object D1 and its associated clock [(Sx, 1)]. The 
client updates the object. Assume the same node handles this 
request as well. The system now also has object D2 and its 
associated clock [(Sx, 2)]. D2 descends from D1 and therefore 
over-writes D1, however there may be replicas of D1 lingering at 
nodes that have not yet seen D2. Let us assume that the same 
client updates the object again and a different server (say Sy) 
handles the request. The system now has data D3 and its 
associated clock [(Sx, 2), (Sy, 1)].  

Next assume a different client reads D2 and then tries to update it, 
and another node (say Sz) does the write. The system now has D4 
(descendant of D2) whose version clock is [(Sx, 2), (Sz, 1)]. A 
node that is aware of D1 or D2 could determine, upon receiving 
D4 and its clock, that D1 and D2 are overwritten by the new data 
and can be garbage collected. A node that is aware of D3 and 
receives D4 will find that there is no causal relation between 
them. In other words, there are changes in D3 and D4 that are not 
reflected in each other. Both versions of the data must be kept and 
presented to a client (upon a read) for semantic reconciliation.  

 Now assume some client reads both D3 and D4 (the context will 
reflect that both values were found by the read). The read's 
context is a summary of the clocks of D3 and D4, namely [(Sx, 2), 
(Sy, 1), (Sz, 1)]. If the client performs the reconciliation and node 
Sx coordinates the write, Sx will update its sequence number in 
the clock. The new data D5 will have the following clock: [(Sx, 
3), (Sy, 1), (Sz, 1)].  

A possible issue with vector clocks is that the size of vector 
clocks may grow if many servers coordinate the writes to an 

object. In practice, this is not likely because the writes are usually 
handled by one of the top N nodes in the preference list. In case of 
network partitions or multiple server failures, write requests may 
be handled by nodes that are not in the top N nodes in the 
preference list causing the size of vector clock to grow. In these 
scenarios, it is desirable to limit the size of vector clock. To this 
end, Dynamo employs the following clock truncation scheme: 
Along with each (node, counter) pair, Dynamo stores a timestamp 
that indicates the last time the node updated the data item. When 
the number of (node, counter) pairs in the vector clock reaches a 
threshold (say 10), the oldest pair is removed from the clock. 
Clearly, this truncation scheme can lead to inefficiencies in 
reconciliation as the descendant relationships cannot be derived 
accurately. However, this problem has not surfaced in production 
and therefore this issue has not been thoroughly investigated.  

4.5 Execution of get () and put () operations 
Any storage node in Dynamo is eligible to receive client get and 
put operations for any key. In this section, for sake of simplicity, 
we describe how these operations are performed in a failure-free 
environment and in the subsequent section we describe how read 
and write operations are executed during failures.  

Both get and put operations are invoked using Amazon’s 
infrastructure-specific request processing framework over HTTP. 
There are two strategies that a client can use to select a node: (1) 
route its request through a generic load balancer that will select a 
node based on load information, or (2) use a partition-aware client 
library that routes requests directly to the appropriate coordinator 
nodes. The advantage of the first approach is that the client does 
not have to link any code specific to Dynamo in its application, 
whereas the second strategy can achieve lower latency because it 
skips a potential forwarding step. 

A node handling a read or write operation is known as the 
coordinator. Typically, this is the first among the top N nodes in 
the preference list. If the requests are received through a load 
balancer, requests to access a key may be routed to any random 
node in the ring. In this scenario, the node that receives the 
request will not coordinate it if the node is not in the top N of the 
requested key’s preference list. Instead, that node will forward the 
request to the first among the top N nodes in the preference list. 

 Read and write operations involve the first N healthy nodes in the 
preference list, skipping over those that are down or inaccessible. 
When all nodes are healthy, the top N nodes in a key’s preference 
list are accessed. When there are node failures or network 
partitions, nodes that are lower ranked in the preference list are 
accessed.  

To maintain consistency among its replicas, Dynamo uses a 
consistency protocol similar to those used in quorum systems. 
This protocol has two key configurable values: R and W. R is the 
minimum number of nodes that must participate in a successful 
read operation. W is the minimum number of nodes that must 
participate in a successful write operation.  Setting R and W such 
that R + W > N yields a quorum-like system. In this model, the 
latency of a get (or put) operation is dictated by the slowest of the 
R (or W) replicas. For this reason, R and W are usually 
configured to be less than N, to provide better latency.  

Upon receiving a put() request for a key, the coordinator generates 
the vector clock for the new version and writes the new version 
locally. The coordinator then sends the new version (along with 

 
Figure 3: Version evolution of an object over time. 
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