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Questions
• Q1: Bottlenecks in the previous figure?
• Q2: Which is larger?

• The CPU data processing speed?
• The memory bus speed?

• Q3: Solutions?
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General Pattern

Fast memory 
(small, expensive)

Slow memory 
(large, cheap)

Fetch and cache
recently read data Evict inactive data

Cache hit / miss
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CORE

Memory Hierarchy in a Processor

Registers (L0)

CPU

L1 cache (~64KB*2 SRAM)
Split: Instructions | Data

L2 cache (~512KB SRAM)
Unified: Instructions + Data

CORE CORE

L3 cache aka Last Level Cache (~4MB SRAM)
shared across cores

…

PROCESSOR PROCESSOR

RAM (~4GB to 1+TB DRAM)
shared across processors
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Architectural Variants
• Non-Uniform Memory Access (NUMA)

• Popular in modern multi-socket architectures
• Each socket has local RAM
• Other sockets can access it (typically via a point-to-point bus)
• Remote memory access is slower than local

• Fundamental principles remain
• Hierarchy
• Locality
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Latency Numbers (2012 & approximate!)
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Analogy (1 ns = 1 hour)
L1 cache access: 0.5 h

Watching an episode of a TV-serie

L2 cache access: 7h
Almost a working day

Main memory reference: 4.17 days
A long camping trip

Disk seek: 1141 years
~ time passed since Charlemagne crowned Emperor
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Why Caching?
• Temporal locality

• Recently accessed data is likely to be used again soon

• Spatial locality
• Data close to recently accessed data is likely to be used soon
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Example
• Top-k integers in unsorted array

• Maintain heap to store top-k elements
• Scan the array to update heap

• Q: Does locality help in this application?

15 212 111 … 307 556 343

Array

Scan

15

212 111

Min-heap check min
if elem larger

delete min
insert elem

min



12

Some Answers
• Temporal locality

• Helps for heap management
• Does not help for scanning the array

• Estimating latency access
• Consider the Top-100 example
• Array elements are 4 bytes integers
• Question: What is the expected latency to fetch a heap element?

• Spatial locality?
• Assume cache line is 64 bytes
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Cache Coherency (i.e. Consistency)
• Caches may have different replicas of the same data
• Replication always creates consistency issues

• Programs assume that they access a single shared memory

• Keeping caches coherent is expensive!

cache

cache

Main memory

fetch addr. A

fetch addr. A

Coherency protocol (HW)
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MESI Protocol
• A cache line can be in four states

• Modified: Not shared, dirty (i.e., inconsistent with main memory)
• Exclusive: Not shared, clean (i.e., consistent with main memory)
• Shared: Shared, clean
• Invalid: Cannot be used

• Only clean data is shared
• Cache line transitions to Modified à All its copies become Invalid
• Invalid data needs to be fetched again

• Writes are detected by hw snooping on the bus
• Q: Implications for programmers?
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Write Back vs. Write Through
• How to react when cache has dirty data
• Write through: update lower-level caches & main 
memory immediately
• Write back: delay that update
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False Sharing
• A core updates variable x and never reads y
• Another core reads y and never reads x
• Q: Can cache coherence kick in?
• A: Yes, if x and y are stored in the same cache line

struct foo {
int x;
int y;

}



Keeping the CPU busy
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Modern CPU Architectures
• Many optimizations to deal with stagnant clock speed
• Pipelining

• Execute multiple instructions in a pipeline, not one at a time
• Pre-load and enqueue instructions to be executed next

• Out-of-order execution
• Execute instructions whose input data is available out-of-order

• Q: When do these not work?
• A: Branches
• Speculation

• Processor predicts which branch is taken and pipelines
• Speculative work thrown away in case of branch misprediction
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Example (Again)
• Top-k integers in unsorted array

• Maintain heap to store top-k elements
• Scan the array to update heap

• Q: Can we leverage speculation and prefetching?

15 212 111 … 307 556 343

Array

Scan

15

212 111

Min-heap check min
if elem larger

delete min
insert elem

min



Micro-Architectural Analysis

• CPU counters (perf tool) – normalized per row scanned
• IPC: Instructions per cycle
• L1, LLC: Cache misses
• Branch miss: branch mispredictions

• Q: Which system performs better?

Figure 3: Performance – TPC-H SF=1, 1 thread

relation. Select statements are expressed as if branches. Projection
is achieved by transforming the expression to the corresponding C
code. Unlike production-grade systems, our implementation does
not perform overflow checking of arithmetic expressions. Join uses
a single hash table3 with chaining for collision detection. Using
16 (unused) bits of each pointer, the hash table dictionary encodes
a small Bloom filter-like structure [22] that improves performance
for selective joins (a probe miss usually does not have to traverse
the collision list). The group by operator is split into two phases
for cache friendly parallelization. A pre-aggregation handles heavy
hitters and spills groups into partitions. Afterwards, a final step
aggregates the groups in each partition. Using these algorithms
in data-centric code is quite straightforward, while vectorization
requires adaptations, which we describe in Section 2.1.

3.3 Workload
In this paper we focus on OLAP performance, and therefore use

the well-known TPC-H benchmark for most experiments. To be
able to show detailed statistics for each individual query as op-
posed to only summary statistics, we chose a representative subset
of TPC-H. The selected queries and their performance bottlenecks
are listed in the following:

• Q1: fixed-point arithmetic, (4 groups) aggregation
• Q6: selective filters
• Q3: join (build: 147 K entries, probe: 3.2 M entries)
• Q9: join (build: 320 K entries, probe: 1.5 M entries)
• Q18: high-cardinality aggregation (1.5 M groups)

The given cardinalities are for scale factor (SF) 1 and grow lin-
early with it. Of the remaining 17 queries, most are dominated by
join processing and are therefore similar to Q3 and Q9. A smaller
number of queries spend most of the time in a high-cardinality ag-
gregation and are therefore similar to Q18. Finally, despite being
the only two single-table queries, we show results for both Q1 and
Q6 as they behave quite differently. Together, these five queries
cover the most important performance challenges of TPC-H and
any execution engine that performs well on them will likely be also
efficient on the full TPC-H suite [6].

3.4 Experimental Setup
Unless otherwise noted, we use a system equipped with an In-

tel i9-7900X (Skylake X) CPU with 10 cores for our experiments.
Detailed specifications for this CPU can be found in the hardware
section in Table 4. We use Linux as OS and compile our code
with GCC 7.2. The CPU counters were obtained using Linux’ perf
events API. Throughout this paper, we normalize CPU counters by
the total number of tuples scanned by that query (i.e., the sum of
the cardinalities of all tables scanned). This normalization enables
intuitive observations across systems (e.g., “Tectorwise executes 41
instructions per tuple more than Typer on query 1“) as well as in-
teresting comparisons across other dimensions (e.g., “growing the
3Although recent research argues for partitioned hash joins [5, 41], single-table joins
are still prevalent in production systems and are used by both HyPer and VectorWise.

Table 1: CPU Counters – TPC-H SF=1, 1 thread, normalized by
number of tuples processed in that query

cycles IPC instr. L1
miss

LLC
miss

branch
miss

Q1 Typer 34 2.0 68 0.6 0.57 0.01
Q1 TW 59 2.8 162 2.0 0.57 0.03

Q6 Typer 11 1.8 20 0.3 0.35 0.06
Q6 TW 11 1.4 15 0.2 0.29 0.01

Q3 Typer 25 0.8 21 0.5 0.16 0.27
Q3 TW 24 1.8 42 0.9 0.16 0.08

Q9 Typer 74 0.6 42 1.7 0.46 0.34
Q9 TW 56 1.3 76 2.1 0.47 0.39

Q18 Typer 30 1.6 46 0.8 0.19 0.16
Q18 TW 48 2.1 102 1.9 0.18 0.37

data size by a factor of 10, causes 0.5 additional cache misses per
tuple“).

4. MICRO-ARCHITECTURAL ANALYSIS
To understand the two query processing paradigms, we perform

an in-depth micro-architectural comparison. We initially focus on
sequential performance and defer discussing data-parallelism (SIMD)
to Section 5 and multi-core parallelization to Section 6.

4.1 Single-Threaded Performance
Figure 3 compares the single-threaded performance of the two

models for selected TPC-H queries. For some queries (Q1, Q18),
Typer is faster and for others (Q3, Q9) Tectorwise is more efficient.
The relative performance ranges from Typer being faster by 74%
(Q1) to Tectorwise being faster by 32% (Q9). Before we look at
the reasons for this, we note that these are not large differences, es-
pecially when compared to the performance gap to other systems.
For example the difference between HyPer and PostgresSQL is be-
tween one and two orders of magnitude [17]. In other words, the
performance of both query processing paradigms is quite close—
despite the fact that the two models appear different from the point
of someone implementing these systems. Nevertheless, neither
paradigm is clearly dominated by the other which makes both vi-
able options to implement a processing engine. Therefore, in the
following we analyze the performance differences to understand
the strengths and weaknesses of the two models.

Table 1 shows some important CPU statistics, from which a num-
ber of observations can be made. First, Tectorwise executes signif-
icantly more instructions (up to 2.4⇥) and usually has more L1
data cache misses (up to 3.3⇥). Tectorwise breaks all operations
into simple steps and must materialize intermediate results between
these steps, which results in additional instructions and cache ac-
cesses. Typer, in contrast, can often keep intermediate results in
CPU registers and thus perform the same operations with fewer
instructions. Based on these observations, it becomes clear why
Typer is significantly faster on Q1. This query is dominated by
fixed-point arithmetic operations and a cheap in-cache aggregation.
In Tectorwise intermediate results must be materialized, which is
similarly expensive as the computation itself. Thus, one key dif-
ference between the two models is that Typer is more efficient for
computational queries that can hold intermediate results in CPU
registers and have few cache misses.

We observe furthermore, that for Q3 and Q9, whose performance
is determined by the efficiency of hash table probing, Tectorwise is
faster than Typer (by 4% and 32%). This might be surprising given
the fact that both engines use exactly the same hash table layout
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join processing and are therefore similar to Q3 and Q9. A smaller
number of queries spend most of the time in a high-cardinality ag-
gregation and are therefore similar to Q18. Finally, despite being
the only two single-table queries, we show results for both Q1 and
Q6 as they behave quite differently. Together, these five queries
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events API. Throughout this paper, we normalize CPU counters by
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the cardinalities of all tables scanned). This normalization enables
intuitive observations across systems (e.g., “Tectorwise executes 41
instructions per tuple more than Typer on query 1“) as well as in-
teresting comparisons across other dimensions (e.g., “growing the
3Although recent research argues for partitioned hash joins [5, 41], single-table joins
are still prevalent in production systems and are used by both HyPer and VectorWise.
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to Section 5 and multi-core parallelization to Section 6.
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Typer is faster and for others (Q3, Q9) Tectorwise is more efficient.
The relative performance ranges from Typer being faster by 74%
(Q1) to Tectorwise being faster by 32% (Q9). Before we look at
the reasons for this, we note that these are not large differences, es-
pecially when compared to the performance gap to other systems.
For example the difference between HyPer and PostgresSQL is be-
tween one and two orders of magnitude [17]. In other words, the
performance of both query processing paradigms is quite close—
despite the fact that the two models appear different from the point
of someone implementing these systems. Nevertheless, neither
paradigm is clearly dominated by the other which makes both vi-
able options to implement a processing engine. Therefore, in the
following we analyze the performance differences to understand
the strengths and weaknesses of the two models.

Table 1 shows some important CPU statistics, from which a num-
ber of observations can be made. First, Tectorwise executes signif-
icantly more instructions (up to 2.4⇥) and usually has more L1
data cache misses (up to 3.3⇥). Tectorwise breaks all operations
into simple steps and must materialize intermediate results between
these steps, which results in additional instructions and cache ac-
cesses. Typer, in contrast, can often keep intermediate results in
CPU registers and thus perform the same operations with fewer
instructions. Based on these observations, it becomes clear why
Typer is significantly faster on Q1. This query is dominated by
fixed-point arithmetic operations and a cheap in-cache aggregation.
In Tectorwise intermediate results must be materialized, which is
similarly expensive as the computation itself. Thus, one key dif-
ference between the two models is that Typer is more efficient for
computational queries that can hold intermediate results in CPU
registers and have few cache misses.

We observe furthermore, that for Q3 and Q9, whose performance
is determined by the efficiency of hash table probing, Tectorwise is
faster than Typer (by 4% and 32%). This might be surprising given
the fact that both engines use exactly the same hash table layout
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relation. Select statements are expressed as if branches. Projection
is achieved by transforming the expression to the corresponding C
code. Unlike production-grade systems, our implementation does
not perform overflow checking of arithmetic expressions. Join uses
a single hash table3 with chaining for collision detection. Using
16 (unused) bits of each pointer, the hash table dictionary encodes
a small Bloom filter-like structure [22] that improves performance
for selective joins (a probe miss usually does not have to traverse
the collision list). The group by operator is split into two phases
for cache friendly parallelization. A pre-aggregation handles heavy
hitters and spills groups into partitions. Afterwards, a final step
aggregates the groups in each partition. Using these algorithms
in data-centric code is quite straightforward, while vectorization
requires adaptations, which we describe in Section 2.1.
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able to show detailed statistics for each individual query as op-
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are listed in the following:
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early with it. Of the remaining 17 queries, most are dominated by
join processing and are therefore similar to Q3 and Q9. A smaller
number of queries spend most of the time in a high-cardinality ag-
gregation and are therefore similar to Q18. Finally, despite being
the only two single-table queries, we show results for both Q1 and
Q6 as they behave quite differently. Together, these five queries
cover the most important performance challenges of TPC-H and
any execution engine that performs well on them will likely be also
efficient on the full TPC-H suite [6].
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events API. Throughout this paper, we normalize CPU counters by
the total number of tuples scanned by that query (i.e., the sum of
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(Q1) to Tectorwise being faster by 32% (Q9). Before we look at
the reasons for this, we note that these are not large differences, es-
pecially when compared to the performance gap to other systems.
For example the difference between HyPer and PostgresSQL is be-
tween one and two orders of magnitude [17]. In other words, the
performance of both query processing paradigms is quite close—
despite the fact that the two models appear different from the point
of someone implementing these systems. Nevertheless, neither
paradigm is clearly dominated by the other which makes both vi-
able options to implement a processing engine. Therefore, in the
following we analyze the performance differences to understand
the strengths and weaknesses of the two models.

Table 1 shows some important CPU statistics, from which a num-
ber of observations can be made. First, Tectorwise executes signif-
icantly more instructions (up to 2.4⇥) and usually has more L1
data cache misses (up to 3.3⇥). Tectorwise breaks all operations
into simple steps and must materialize intermediate results between
these steps, which results in additional instructions and cache ac-
cesses. Typer, in contrast, can often keep intermediate results in
CPU registers and thus perform the same operations with fewer
instructions. Based on these observations, it becomes clear why
Typer is significantly faster on Q1. This query is dominated by
fixed-point arithmetic operations and a cheap in-cache aggregation.
In Tectorwise intermediate results must be materialized, which is
similarly expensive as the computation itself. Thus, one key dif-
ference between the two models is that Typer is more efficient for
computational queries that can hold intermediate results in CPU
registers and have few cache misses.

We observe furthermore, that for Q3 and Q9, whose performance
is determined by the efficiency of hash table probing, Tectorwise is
faster than Typer (by 4% and 32%). This might be surprising given
the fact that both engines use exactly the same hash table layout

2212
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Figure 4: Memory Stalls – TPC-H, 1 thread

and therefore also have an almost identical number of last level
cache (LLC) misses. As Figure 4 shows, Tectorwise’s join advan-
tage increases up to 40% for larger data (and hash table) sizes. The
reason is that vectorization is better at hiding cache miss latency,
as observed from the memory stall counter that measures the num-
ber of cycles during which the CPU is stalled waiting for memory.
This counter explains the performance difference. On the one hand,
Tectorwise’s hash table probing code is only a simple loop. It exe-
cutes only hash table probes thus the CPU’s out-of-order engine can
speculate far ahead and generate many outstanding loads. These
can even be executed out of order. On the other hand, Typer’s code
has more complex loops. Each loop can contain code for a scan, se-
lection, hash-table probe, aggregation and more. The out-of-order
window of each CPU fills up more quickly with complex loops
thus they generate less outstanding loads. In addition every branch
miss is more expensive than in a complex loop as more work that is
performed under speculative execution is discarded and must be re-
peated on a miss. Overall, Tectorwise’s simpler loops enable better
latency hiding.

Another difference between the two executions models is their
sensitivity regarding the hash function. After trying different hash
functions, we settled on Murmur2 for Tectorwise, and a CRC-based
hash function, which combines two 32-bit CRC results into a sin-
gle 64-bit hash, for Typer. Murmur2 requires twice as many in-
structions as CRC hashing, but has higher throughput and is there-
fore slightly faster in Tectorwise, which separates hash computa-
tion from probing. For Typer, in contrast, the CRC hash function
improves the performance up to 40% on larger scale factors—even
though most time is spent waiting for cache misses. The lower
latency and smaller number of instructions for CRC significantly
improve the speculative, pipelined execution of consecutive loop
iterations, thereby enabling more concurrent outstanding loads.4

As a note of caution, we remark that one may observe from Ta-
ble 1 that Tectorwise generally executes more instructions per cycle
(IPC) and deduce that Tectorwise performs better. However, this is
not necessarily correct. While IPC is a measure of CPU utilization,
having a higher IPC is not always better: As can be observed in
Q1, Tectorwise’s IPC is 40% higher, but it is still 74% slower due

4Despite using different hash functions, this is still a fair comparison of join perfor-
mance, as each system uses the more beneficial hash function.

Figure 5: Tectorwise Vector Sizes – Times are normalized by 1K
vector time.

to executing almost twice the number of instructions. This means
that one has to be cautious when using IPC to compare database
systems’ performance. It is a valid measure of the amount of free
processing resources, but should not be used as the sole proxy for
overall query processing performance.

To summarize, looking at the micro-architectural footprint of the
two models we found that (1) both are efficient and fairly close in
performance, (2) Typer is more efficient for computational queries
with few cache misses, and (3) Tectorwise is slightly better at hid-
ing cache miss latency.

4.2 Interpretation and Instruction Cache
Systems based on Volcano-style iteration perform expensive vir-

tual function calls and type dispatch for each processed tuple. This
is a form of interpretation overhead as it does not contribute to
the actual query processing work. Generating machine code for a
given query, by definition, avoids interpretation overhead. Vector-
ized systems like VectorWise are still fundamentally interpretation-
based engines and use Volcano-style iteration. In contrast to clas-
sical database systems, the interpretation overhead is not incurred
for each tuple but is amortized across the eponymous vector of tu-
ples. Each primitive is specialized for a particular data type and is
called for (e.g., 1,000 values). This amortization is effective: Using
a profiler, we determined that across our query set the interpreted
part is less than 1.5% of the query runtime (measured at scale factor
10). Thus, the DBMS spends 98.5% of its time in primitives doing
query processing work. From Table 1 we observe that vectorized
code usually executed more instructions per tuple than compiled
code. Since the vast majority of the query execution time is spent
within primitives, also the time to execute these extra instructions
must be spent within primitives. As primitives know all involved
types at compile time, we conclude that the extra instructions are
not interpretation code that is concerned with interpretation deci-
sions and virtual function calls. It is rather due to the load/store
instructions for materializing primitive results into vectors.

Recent work has found that instruction cache misses can be a
problem for OLTP workloads [43]. To find out whether this is the
case for our two query engines, we measured L1 instruction cache
misses for both systems and found that instruction cache misses are
negligible, thus not a performance bottleneck for OLAP queries.
For all queries measured, the L1 instruction cache (32 KB) was
large enough to contain all hot code.

4.3 Vector Size
The vector size is an important parameter for any vectorized en-

gine. So far, our Tectorwise experiments used a value of 1,000
tuples, which is also the default in VectorWise. Figure 5 shows
normalized query runtimes for vector sizes from 1 to the maximum
(i.e., full materialization). We observe that small (<64) and large
vector sizes (>64 K) decrease performance significantly. With a
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and therefore also have an almost identical number of last level
cache (LLC) misses. As Figure 4 shows, Tectorwise’s join advan-
tage increases up to 40% for larger data (and hash table) sizes. The
reason is that vectorization is better at hiding cache miss latency,
as observed from the memory stall counter that measures the num-
ber of cycles during which the CPU is stalled waiting for memory.
This counter explains the performance difference. On the one hand,
Tectorwise’s hash table probing code is only a simple loop. It exe-
cutes only hash table probes thus the CPU’s out-of-order engine can
speculate far ahead and generate many outstanding loads. These
can even be executed out of order. On the other hand, Typer’s code
has more complex loops. Each loop can contain code for a scan, se-
lection, hash-table probe, aggregation and more. The out-of-order
window of each CPU fills up more quickly with complex loops
thus they generate less outstanding loads. In addition every branch
miss is more expensive than in a complex loop as more work that is
performed under speculative execution is discarded and must be re-
peated on a miss. Overall, Tectorwise’s simpler loops enable better
latency hiding.

Another difference between the two executions models is their
sensitivity regarding the hash function. After trying different hash
functions, we settled on Murmur2 for Tectorwise, and a CRC-based
hash function, which combines two 32-bit CRC results into a sin-
gle 64-bit hash, for Typer. Murmur2 requires twice as many in-
structions as CRC hashing, but has higher throughput and is there-
fore slightly faster in Tectorwise, which separates hash computa-
tion from probing. For Typer, in contrast, the CRC hash function
improves the performance up to 40% on larger scale factors—even
though most time is spent waiting for cache misses. The lower
latency and smaller number of instructions for CRC significantly
improve the speculative, pipelined execution of consecutive loop
iterations, thereby enabling more concurrent outstanding loads.4

As a note of caution, we remark that one may observe from Ta-
ble 1 that Tectorwise generally executes more instructions per cycle
(IPC) and deduce that Tectorwise performs better. However, this is
not necessarily correct. While IPC is a measure of CPU utilization,
having a higher IPC is not always better: As can be observed in
Q1, Tectorwise’s IPC is 40% higher, but it is still 74% slower due

4Despite using different hash functions, this is still a fair comparison of join perfor-
mance, as each system uses the more beneficial hash function.

Figure 5: Tectorwise Vector Sizes – Times are normalized by 1K
vector time.

to executing almost twice the number of instructions. This means
that one has to be cautious when using IPC to compare database
systems’ performance. It is a valid measure of the amount of free
processing resources, but should not be used as the sole proxy for
overall query processing performance.

To summarize, looking at the micro-architectural footprint of the
two models we found that (1) both are efficient and fairly close in
performance, (2) Typer is more efficient for computational queries
with few cache misses, and (3) Tectorwise is slightly better at hid-
ing cache miss latency.

4.2 Interpretation and Instruction Cache
Systems based on Volcano-style iteration perform expensive vir-

tual function calls and type dispatch for each processed tuple. This
is a form of interpretation overhead as it does not contribute to
the actual query processing work. Generating machine code for a
given query, by definition, avoids interpretation overhead. Vector-
ized systems like VectorWise are still fundamentally interpretation-
based engines and use Volcano-style iteration. In contrast to clas-
sical database systems, the interpretation overhead is not incurred
for each tuple but is amortized across the eponymous vector of tu-
ples. Each primitive is specialized for a particular data type and is
called for (e.g., 1,000 values). This amortization is effective: Using
a profiler, we determined that across our query set the interpreted
part is less than 1.5% of the query runtime (measured at scale factor
10). Thus, the DBMS spends 98.5% of its time in primitives doing
query processing work. From Table 1 we observe that vectorized
code usually executed more instructions per tuple than compiled
code. Since the vast majority of the query execution time is spent
within primitives, also the time to execute these extra instructions
must be spent within primitives. As primitives know all involved
types at compile time, we conclude that the extra instructions are
not interpretation code that is concerned with interpretation deci-
sions and virtual function calls. It is rather due to the load/store
instructions for materializing primitive results into vectors.

Recent work has found that instruction cache misses can be a
problem for OLTP workloads [43]. To find out whether this is the
case for our two query engines, we measured L1 instruction cache
misses for both systems and found that instruction cache misses are
negligible, thus not a performance bottleneck for OLAP queries.
For all queries measured, the L1 instruction cache (32 KB) was
large enough to contain all hot code.

4.3 Vector Size
The vector size is an important parameter for any vectorized en-

gine. So far, our Tectorwise experiments used a value of 1,000
tuples, which is also the default in VectorWise. Figure 5 shows
normalized query runtimes for vector sizes from 1 to the maximum
(i.e., full materialization). We observe that small (<64) and large
vector sizes (>64 K) decrease performance significantly. With a
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and therefore also have an almost identical number of last level
cache (LLC) misses. As Figure 4 shows, Tectorwise’s join advan-
tage increases up to 40% for larger data (and hash table) sizes. The
reason is that vectorization is better at hiding cache miss latency,
as observed from the memory stall counter that measures the num-
ber of cycles during which the CPU is stalled waiting for memory.
This counter explains the performance difference. On the one hand,
Tectorwise’s hash table probing code is only a simple loop. It exe-
cutes only hash table probes thus the CPU’s out-of-order engine can
speculate far ahead and generate many outstanding loads. These
can even be executed out of order. On the other hand, Typer’s code
has more complex loops. Each loop can contain code for a scan, se-
lection, hash-table probe, aggregation and more. The out-of-order
window of each CPU fills up more quickly with complex loops
thus they generate less outstanding loads. In addition every branch
miss is more expensive than in a complex loop as more work that is
performed under speculative execution is discarded and must be re-
peated on a miss. Overall, Tectorwise’s simpler loops enable better
latency hiding.

Another difference between the two executions models is their
sensitivity regarding the hash function. After trying different hash
functions, we settled on Murmur2 for Tectorwise, and a CRC-based
hash function, which combines two 32-bit CRC results into a sin-
gle 64-bit hash, for Typer. Murmur2 requires twice as many in-
structions as CRC hashing, but has higher throughput and is there-
fore slightly faster in Tectorwise, which separates hash computa-
tion from probing. For Typer, in contrast, the CRC hash function
improves the performance up to 40% on larger scale factors—even
though most time is spent waiting for cache misses. The lower
latency and smaller number of instructions for CRC significantly
improve the speculative, pipelined execution of consecutive loop
iterations, thereby enabling more concurrent outstanding loads.4

As a note of caution, we remark that one may observe from Ta-
ble 1 that Tectorwise generally executes more instructions per cycle
(IPC) and deduce that Tectorwise performs better. However, this is
not necessarily correct. While IPC is a measure of CPU utilization,
having a higher IPC is not always better: As can be observed in
Q1, Tectorwise’s IPC is 40% higher, but it is still 74% slower due

4Despite using different hash functions, this is still a fair comparison of join perfor-
mance, as each system uses the more beneficial hash function.
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to executing almost twice the number of instructions. This means
that one has to be cautious when using IPC to compare database
systems’ performance. It is a valid measure of the amount of free
processing resources, but should not be used as the sole proxy for
overall query processing performance.

To summarize, looking at the micro-architectural footprint of the
two models we found that (1) both are efficient and fairly close in
performance, (2) Typer is more efficient for computational queries
with few cache misses, and (3) Tectorwise is slightly better at hid-
ing cache miss latency.

4.2 Interpretation and Instruction Cache
Systems based on Volcano-style iteration perform expensive vir-

tual function calls and type dispatch for each processed tuple. This
is a form of interpretation overhead as it does not contribute to
the actual query processing work. Generating machine code for a
given query, by definition, avoids interpretation overhead. Vector-
ized systems like VectorWise are still fundamentally interpretation-
based engines and use Volcano-style iteration. In contrast to clas-
sical database systems, the interpretation overhead is not incurred
for each tuple but is amortized across the eponymous vector of tu-
ples. Each primitive is specialized for a particular data type and is
called for (e.g., 1,000 values). This amortization is effective: Using
a profiler, we determined that across our query set the interpreted
part is less than 1.5% of the query runtime (measured at scale factor
10). Thus, the DBMS spends 98.5% of its time in primitives doing
query processing work. From Table 1 we observe that vectorized
code usually executed more instructions per tuple than compiled
code. Since the vast majority of the query execution time is spent
within primitives, also the time to execute these extra instructions
must be spent within primitives. As primitives know all involved
types at compile time, we conclude that the extra instructions are
not interpretation code that is concerned with interpretation deci-
sions and virtual function calls. It is rather due to the load/store
instructions for materializing primitive results into vectors.

Recent work has found that instruction cache misses can be a
problem for OLTP workloads [43]. To find out whether this is the
case for our two query engines, we measured L1 instruction cache
misses for both systems and found that instruction cache misses are
negligible, thus not a performance bottleneck for OLAP queries.
For all queries measured, the L1 instruction cache (32 KB) was
large enough to contain all hot code.

4.3 Vector Size
The vector size is an important parameter for any vectorized en-

gine. So far, our Tectorwise experiments used a value of 1,000
tuples, which is also the default in VectorWise. Figure 5 shows
normalized query runtimes for vector sizes from 1 to the maximum
(i.e., full materialization). We observe that small (<64) and large
vector sizes (>64 K) decrease performance significantly. With a
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and therefore also have an almost identical number of last level
cache (LLC) misses. As Figure 4 shows, Tectorwise’s join advan-
tage increases up to 40% for larger data (and hash table) sizes. The
reason is that vectorization is better at hiding cache miss latency,
as observed from the memory stall counter that measures the num-
ber of cycles during which the CPU is stalled waiting for memory.
This counter explains the performance difference. On the one hand,
Tectorwise’s hash table probing code is only a simple loop. It exe-
cutes only hash table probes thus the CPU’s out-of-order engine can
speculate far ahead and generate many outstanding loads. These
can even be executed out of order. On the other hand, Typer’s code
has more complex loops. Each loop can contain code for a scan, se-
lection, hash-table probe, aggregation and more. The out-of-order
window of each CPU fills up more quickly with complex loops
thus they generate less outstanding loads. In addition every branch
miss is more expensive than in a complex loop as more work that is
performed under speculative execution is discarded and must be re-
peated on a miss. Overall, Tectorwise’s simpler loops enable better
latency hiding.

Another difference between the two executions models is their
sensitivity regarding the hash function. After trying different hash
functions, we settled on Murmur2 for Tectorwise, and a CRC-based
hash function, which combines two 32-bit CRC results into a sin-
gle 64-bit hash, for Typer. Murmur2 requires twice as many in-
structions as CRC hashing, but has higher throughput and is there-
fore slightly faster in Tectorwise, which separates hash computa-
tion from probing. For Typer, in contrast, the CRC hash function
improves the performance up to 40% on larger scale factors—even
though most time is spent waiting for cache misses. The lower
latency and smaller number of instructions for CRC significantly
improve the speculative, pipelined execution of consecutive loop
iterations, thereby enabling more concurrent outstanding loads.4

As a note of caution, we remark that one may observe from Ta-
ble 1 that Tectorwise generally executes more instructions per cycle
(IPC) and deduce that Tectorwise performs better. However, this is
not necessarily correct. While IPC is a measure of CPU utilization,
having a higher IPC is not always better: As can be observed in
Q1, Tectorwise’s IPC is 40% higher, but it is still 74% slower due

4Despite using different hash functions, this is still a fair comparison of join perfor-
mance, as each system uses the more beneficial hash function.
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vector time.

to executing almost twice the number of instructions. This means
that one has to be cautious when using IPC to compare database
systems’ performance. It is a valid measure of the amount of free
processing resources, but should not be used as the sole proxy for
overall query processing performance.

To summarize, looking at the micro-architectural footprint of the
two models we found that (1) both are efficient and fairly close in
performance, (2) Typer is more efficient for computational queries
with few cache misses, and (3) Tectorwise is slightly better at hid-
ing cache miss latency.

4.2 Interpretation and Instruction Cache
Systems based on Volcano-style iteration perform expensive vir-

tual function calls and type dispatch for each processed tuple. This
is a form of interpretation overhead as it does not contribute to
the actual query processing work. Generating machine code for a
given query, by definition, avoids interpretation overhead. Vector-
ized systems like VectorWise are still fundamentally interpretation-
based engines and use Volcano-style iteration. In contrast to clas-
sical database systems, the interpretation overhead is not incurred
for each tuple but is amortized across the eponymous vector of tu-
ples. Each primitive is specialized for a particular data type and is
called for (e.g., 1,000 values). This amortization is effective: Using
a profiler, we determined that across our query set the interpreted
part is less than 1.5% of the query runtime (measured at scale factor
10). Thus, the DBMS spends 98.5% of its time in primitives doing
query processing work. From Table 1 we observe that vectorized
code usually executed more instructions per tuple than compiled
code. Since the vast majority of the query execution time is spent
within primitives, also the time to execute these extra instructions
must be spent within primitives. As primitives know all involved
types at compile time, we conclude that the extra instructions are
not interpretation code that is concerned with interpretation deci-
sions and virtual function calls. It is rather due to the load/store
instructions for materializing primitive results into vectors.

Recent work has found that instruction cache misses can be a
problem for OLTP workloads [43]. To find out whether this is the
case for our two query engines, we measured L1 instruction cache
misses for both systems and found that instruction cache misses are
negligible, thus not a performance bottleneck for OLAP queries.
For all queries measured, the L1 instruction cache (32 KB) was
large enough to contain all hot code.

4.3 Vector Size
The vector size is an important parameter for any vectorized en-

gine. So far, our Tectorwise experiments used a value of 1,000
tuples, which is also the default in VectorWise. Figure 5 shows
normalized query runtimes for vector sizes from 1 to the maximum
(i.e., full materialization). We observe that small (<64) and large
vector sizes (>64 K) decrease performance significantly. With a
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External I/O



Direct Memory Access (DMA)
• Hardware subsystem to transfers to/from memory
• CPU is offloaded 

• CPU sends request and does something else
• It gets notification when transfer is done

• Used for
• Disk, Network, GPU I/O
• Memory copying 

• RDMA: Remote DMA
• Fast data transfer across nodes in a distributed system



Disk I/O
• Write/read blocks of bits
• Sequential writes and reads are more efficient
• There is a fixed cost for each I/O call

• Calls to operating system functions are expensive
• Q: How to amortize this cost?
• A: Batching: read/write larger blocks

• Same concept applies to network I/O and request processing
• Latency vs. throughput tradeoff
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Processes vs. Threads



Processes & Threads
• We have discussed that multicores is the future
• How to make use of parallelism?
• OS/PL support for parallel programming

• Processes
• Threads



Processes vs. Threads
• Process: separate memory space
• Thread: shared memory space (except stack)

Processes Threads
Heap not shared shared
Global variables not shared shared
Local variables (Stack) not shared not shared
Code shared shared
File handles not shared shared



Parallel Programming
• Shared memory 

• Threads 
• Access same memory locations (in heap & global variables)

• Message-Passing
• Processes
• Explicit communication: message-passing



Threads/Shared Memory



Shared Memory Example
void main (){

x = 12; // assume that x is a global variable
t = new ThreadX();
t.start(); // starts thread t
y = 12/x;
System.out.println(y);
t.join(); // wait until t completes

}

class ThreadX extends Thread{
void run (){

x = 0;
}

}

• Question: What is printed as output?

This is “pseudo-Java”

in C++:
pthread_create
pthread_join



Desired: Atomicity and Isolation
Thread a
…

foo()
…

Thread b
…
foo()
…

void foo (){
x = 0;
x = 1;
y = 1/x;

}

x = 0
x = 1
y = 1

x = 0
x = 1
y = 1

Thread a Thread b

time

happens-
before

changes 
become 
visible

DESIRED

x = 0
x = 1

y = 1/0

x = 0

Thread a Thread b
POSSIBLE

Atomic: All or nothing
Isolation: Run as if there 
was no concurrency



Race Conditions
• Non-deterministic access to shared variables
• Correctness requires specific sequence of accesses

• But we cannot rely on it because of non-determinism!

• Solutions
• Enforce a specific order using synchronization

• Enforce a sequence of happen-before relationships
• Locks, mutexes, semaphores: threads block each other
• Lock-free algorithms: threads do not wait for each other

• Hard to implement correctly! Typical programmer uses 
locks
• Java has optimized data structures with thread-safety, 
e.g., ConcurrentHashMap



Locks
Thread a
…
l.lock()
foo()
l.unlock()

Thread b
…
l.lock()
foo()
l.unlock()

void foo (){
x = 0;
x ++;
y = 1/x;

}

x = 0
x = 1

x = 0

Thread a Thread b
Impossible now

l.lock()
foo()

Thread a Thread b

time

Possible

l.lock() - waits

foo()
l.unlock()

l.unlock()

l.lock() - acquires

We use a lock variable l
and use it to synchronize

Equivalent: declare
void synchronized 
foo()



Inter-Thread Communication
Thread a
…
synchronized(o){

o.wait();
foo();

}

Thread b
…
synchronized(o){

foo();
o.notify();

}

o.wait()
…

Thread a waits
…

Thread a Thread b

foo()
o.notify()

o.wait()
foo()

Notify on an object sends a signal that activates 
other threads waiting on that object

Useful for controlling order of actions: 
Thread b executes foo before Thread a

Example: Producer/Consumer pairs. 
Consumer can avoid busy waiting.



What About Cache Coherency?
• Cache coherency ensures atomicity for 

• Single instructions ON
• Single cache lines

• This is seldom sufficient for your application!
• A function might access multiple shared variables
• Different shared variables may reside on different cache lines
• A single variable may be accessed across multiple instructions
• Single high-level instructions may compile to multiple low-level ones
• Example: a++ in C compiles to load (a, r0); r0 = r0 + 1; store(r0, a)



Deadlock

• Question: What can go wrong?

Thread a
…
l1.lock()
l2.lock()
foo()
l1.unlock()
l2.unlock()

Thread b
…
l2.lock()
l1.lock()
foo()
l2.unlock()
l1.unlock()



Requirements for a Deadlock
• Mutual exclusion: resources (locks) held and non-
shareable
• Hold and wait: hold a resource and request another
• No preemption: can unlock only when holding
• Circular wait: chain of threads waiting each other

• Question: Simple solution? 
• All threads acquire locks in same order



Challenges with Multi-Threading
• Correctness

• Heisenbugs: Non-deterministic bugs that appear only in certain 
conditions.
• Hard to reproduce à Hard to debug

• Performance
• Understanding concurrency bottlenecks is hard!
• “Waiting time” does not show up in profilers (only CPU time)

• Load-balance
• Make sure all cores work all the time and do not wait



Critical Path
• Coordination (barrier) 
makes load balancing harder
• Critical path: Maximum 
sequential path (thread t1, 10 
steps)

t1

t1 t2 t3

start multiple threads

t1
wait for all threads 

to complete 
(barrier)

t1

9 extra
steps

one 
step 
each



Processes/Message Passing



Message Passing
• Processes communicate by exchanging messages
• Sockets: Communication endpoints

• On a network: UDP sockets, TCP sockets
• Internal to a node: Inter-Process Communication (IPC)
• Different technologies but similar abstractions



Building  a Message
• Serialization

• Message content stored at random locations in RAM 
• They need to be packed into a byte array to be sent

• Deserialization
• Receive the byte array
• Rebuild the original variable

• Pointers do not make sense anymore across nodes!



Example: Serializing a Binary Tree
• Question: How to serialize it?
• Possible solution

• DFS
• Mark null pointers with -1

• How to deserialize?

10

12
null null

5
null null 10 -15 -1 12 -1 -1



Threads + Message Passing
• Client-server model

• Client sends requests
• Server computes replies and sends them back

• Threads often used to hide latency
• Each client request is handled by a thread
• The request might wait for resources (e.g. I/O)
• Other threads execute other requests in the meanwhile



Processes in Different Languages
• Java (interpreted)

• The Java Virtual Machine (interpreter) is a process
• Creating a new process entails creating a new JVM

• ProcessBuilder

• C/C++ (compiled)
• OS-specific details of how processes can be generated
• Typical command: fork()

• Creates a child process, which executes instruction after fork()
• Child process is a full copy of the parent



46

Fault Tolerance



Fault-Error-Failure chain
• System: any SW or HW component + specification

• Failure: External behavior that violates specification
• Error: Part of system state that may lead to failure
• Fault: Cause of the error 

Fault à Error à Error à Failure



Fault Tolerance
• Mechanisms to avoid failures in presence of faults

• Based on error detection and/or error compensation
• Fault tolerance relies of fault assumption

• (Ideally formal) assumption on “what can go wrong”
• (Ideally formally) show correctness under the assumption

• Fault assumption has a coverage
• Likelihood that fault assumption is not violated 
• Non system can tolerate any possible fault! 
• So coverage is always < 100%



Example: Hardware Faults
• In RAM

• Cosmic rays and other phenomena cause “bit flips”
• A bit inverts its value

• Hardware mechanisms
• Parity bit: 1 if odd number of 1s in a bit set, 0 otherwise
• Error Correcting Code (ECC): add extra data to correct 
errors
• Single Error Correct Double Error Detect (SECDED)

• Storage (disk, RDD): data corruption
• Checksums
• RAID

• CPU: Machine Check Exceptions



Software Faults
• Configuration faults
• Bugs

• Bohrbugs: are deterministic bugs that always appear given a 
specific state and input
• Heisenbugs: are non-deterministic bugs that appear only under 
some conditions outside of the control of the application (e.g. 
interleavings between steps of different threads)

• Heisenbugs 
• Much harder to reproduce and debug!
• Sometimes easier to tolerate (just retry)



Typical Failure Modes
• Halt/crash: the system cleanly stops operating

• E.g. A server crashes because an error is detected
• Much easier to detect and tolerate 

• Non-silent: the system produces incorrect results
• E.g. A server returns an invalid reply
• Must prevent error propagation to other systems

• Malicious failure: adversarial behavior 
• Called “Byzantine” in distributed systems 



Checkpointing
• Checkpointing: periodically take snapshot of state

• State of the variables being used by the program
• State of environment? File system calls? Screen?

• Replication on multiple disks/servers
• Q: When is checkpointing sufficient?

• Long running scientific computing (weather prediction)?
• ATM operations?
• Analytical vs. transactional?



State Machine Replication (SMR)
• Deterministic state machine
• Consistent sequence of inputs (consensus)

concurrent 
client requests

R1
R2
R3

consensus R2 R1 R3
SM

SM

SM

Consistent 
outputs!

Consistent decision 
on sequential order


