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What Are the Functions of an OS?
• Virtualization

• CPU scheduling
• Memory management (e.g. virtual memory)
•…

• Concurrency 
• E.g. allocate Processes, Threads

• Persistence
• Access to I/O
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The Era of Clusters
• “The cluster as a computer”
• Q: Is there an OS for “the cluster”
• Q: What should it do?
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Abstract
We present Mesos, a platform for sharing commod-
ity clusters between multiple diverse cluster computing
frameworks, such as Hadoop and MPI. Sharing improves
cluster utilization and avoids per-framework data repli-
cation. Mesos shares resources in a fine-grained man-
ner, allowing frameworks to achieve data locality by
taking turns reading data stored on each machine. To
support the sophisticated schedulers of today’s frame-
works, Mesos introduces a distributed two-level schedul-
ing mechanism called resource offers. Mesos decides
how many resources to offer each framework, while
frameworks decide which resources to accept and which
computations to run on them. Our results show that
Mesos can achieve near-optimal data locality when shar-
ing the cluster among diverse frameworks, can scale to
50,000 (emulated) nodes, and is resilient to failures.

1 Introduction
Clusters of commodity servers have become a major
computing platform, powering both large Internet ser-
vices and a growing number of data-intensive scientific
applications. Driven by these applications, researchers
and practitioners have been developing a diverse array of
cluster computing frameworks to simplify programming
the cluster. Prominent examples include MapReduce
[18], Dryad [24], MapReduce Online [17] (which sup-
ports streaming jobs), Pregel [28] (a specialized frame-
work for graph computations), and others [27, 19, 30].

It seems clear that new cluster computing frameworks1

will continue to emerge, and that no framework will be
optimal for all applications. Therefore, organizations
will want to run multiple frameworks in the same cluster,
picking the best one for each application. Multiplexing
a cluster between frameworks improves utilization and
allows applications to share access to large datasets that
may be too costly to replicate across clusters.

1By “framework,” we mean a software system that manages and
executes one or more jobs on a cluster.

Two common solutions for sharing a cluster today are
either to statically partition the cluster and run one frame-
work per partition, or to allocate a set of VMs to each
framework. Unfortunately, these solutions achieve nei-
ther high utilization nor efficient data sharing. The main
problem is the mismatch between the allocation granular-
ities of these solutions and of existing frameworks. Many
frameworks, such as Hadoop and Dryad, employ a fine-
grained resource sharing model, where nodes are subdi-
vided into “slots” and jobs are composed of short tasks
that are matched to slots [25, 38]. The short duration of
tasks and the ability to run multiple tasks per node allow
jobs to achieve high data locality, as each job will quickly
get a chance to run on nodes storing its input data. Short
tasks also allow frameworks to achieve high utilization,
as jobs can rapidly scale when new nodes become avail-
able. Unfortunately, because these frameworks are de-
veloped independently, there is no way to perform fine-
grained sharing across frameworks, making it difficult to
share clusters and data efficiently between them.

In this paper, we propose Mesos, a thin resource shar-
ing layer that enables fine-grained sharing across diverse
cluster computing frameworks, by giving frameworks a
common interface for accessing cluster resources.

The main design question for Mesos is how to build
a scalable and efficient system that supports a wide ar-
ray of both current and future frameworks. This is chal-
lenging for several reasons. First, each framework will
have different scheduling needs, based on its program-
ming model, communication pattern, task dependencies,
and data placement. Second, the scheduling system must
scale to clusters of tens of thousands of nodes running
hundreds of jobs with millions of tasks. Finally, because
all the applications in the cluster depend on Mesos, the
system must be fault-tolerant and highly available.

One approach would be for Mesos to implement a cen-
tralized scheduler that takes as input framework require-
ments, resource availability, and organizational policies,
and computes a global schedule for all tasks. While this

1



55

Why Resource Management?
• Many data analytics frameworks
• No one-size-fits-all solution
• Need to run multiple frameworks on same cluster
• Desired: fine-grained sharing across frameworks
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Even with Only One Framework
• Production clusters

• Run business-critical applications
• Strict performance and reliability requirements

• Experimental clusters
• R&D teams trying to extract new intelligence from data

• New versions of framework
• Rolled out in beta
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Challenges
• Each framework has different scheduling needs

• Programming model, communication, dependencies
• High scalability

• Scale to up to 104s nodes running 100s jobs and Ms of tasks
• Fault tolerance
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Mesos Approach
• No one-size-fits-all framework, can we find a one-
size-fits-all scheduler?

• Excessive complexity, unclear semantics
• New frameworks appear all the time

• Mesos: separation of concerns
• Resource scheduling à Mesos
• Framework scheduling à Framework

• Q: Examples of these two types of scheduling?
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Mesos Architecture
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Figure 2: Mesos architecture diagram, showing two running
frameworks (Hadoop and MPI).

3 Architecture
We begin our description of Mesos by discussing our de-
sign philosophy. We then describe the components of
Mesos, our resource allocation mechanisms, and how
Mesos achieves isolation, scalability, and fault tolerance.

3.1 Design Philosophy
Mesos aims to provide a scalable and resilient core for
enabling various frameworks to efficiently share clusters.
Because cluster frameworks are both highly diverse and
rapidly evolving, our overriding design philosophy has
been to define a minimal interface that enables efficient
resource sharing across frameworks, and otherwise push
control of task scheduling and execution to the frame-
works. Pushing control to the frameworks has two bene-
fits. First, it allows frameworks to implement diverse ap-
proaches to various problems in the cluster (e.g., achiev-
ing data locality, dealing with faults), and to evolve these
solutions independently. Second, it keeps Mesos simple
and minimizes the rate of change required of the system,
which makes it easier to keep Mesos scalable and robust.

Although Mesos provides a low-level interface, we ex-
pect higher-level libraries implementing common func-
tionality (such as fault tolerance) to be built on top of
it. These libraries would be analogous to library OSes in
the exokernel [20]. Putting this functionality in libraries
rather than in Mesos allows Mesos to remain small and
flexible, and lets the libraries evolve independently.

3.2 Overview
Figure 2 shows the main components of Mesos. Mesos
consists of a master process that manages slave daemons
running on each cluster node, and frameworks that run
tasks on these slaves.

The master implements fine-grained sharing across
frameworks using resource offers. Each resource offer
is a list of free resources on multiple slaves. The master
decides how many resources to offer to each framework
according to an organizational policy, such as fair sharing
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Figure 3: Resource offer example.

or priority. To support a diverse set of inter-framework
allocation policies, Mesos lets organizations define their
own policies via a pluggable allocation module.

Each framework running on Mesos consists of two
components: a scheduler that registers with the master
to be offered resources, and an executor process that is
launched on slave nodes to run the framework’s tasks.
While the master determines how many resources to of-
fer to each framework, the frameworks’ schedulers select
which of the offered resources to use. When a framework
accepts offered resources, it passes Mesos a description
of the tasks it wants to launch on them.

Figure 3 shows an example of how a framework gets
scheduled to run tasks. In step (1), slave 1 reports
to the master that it has 4 CPUs and 4 GB of mem-
ory free. The master then invokes the allocation mod-
ule, which tells it that framework 1 should be offered
all available resources. In step (2), the master sends a
resource offer describing these resources to framework
1. In step (3), the framework’s scheduler replies to the
master with information about two tasks to run on the
slave, using h2 CPUs, 1 GB RAMi for the first task, and
h1 CPUs, 2 GB RAMi for the second task. Finally, in
step (4), the master sends the tasks to the slave, which al-
locates appropriate resources to the framework’s execu-
tor, which in turn launches the two tasks (depicted with
dotted borders). Because 1 CPU and 1 GB of RAM are
still free, the allocation module may now offer them to
framework 2. In addition, this resource offer process re-
peats when tasks finish and new resources become free.

To maintain a thin interface and enable frameworks
to evolve independently, Mesos does not require frame-
works to specify their resource requirements or con-
straints. Instead, Mesos gives frameworks the ability to
reject offers. A framework can reject resources that do
not satisfy its constraints in order to wait for ones that
do. Thus, the rejection mechanism enables frameworks
to support arbitrarily complex resource constraints while
keeping Mesos simple and scalable.

One potential challenge with solely using the rejec-

3
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Component
• Resource offer

• List of free resources on multiple slaves
• Decided based on organizational policies

• Framework-specific components
• Scheduler

• Registers with master and requests resources
• Executor
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Resource Offers
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Figure 2: Mesos architecture diagram, showing two running
frameworks (Hadoop and MPI).

3 Architecture
We begin our description of Mesos by discussing our de-
sign philosophy. We then describe the components of
Mesos, our resource allocation mechanisms, and how
Mesos achieves isolation, scalability, and fault tolerance.

3.1 Design Philosophy
Mesos aims to provide a scalable and resilient core for
enabling various frameworks to efficiently share clusters.
Because cluster frameworks are both highly diverse and
rapidly evolving, our overriding design philosophy has
been to define a minimal interface that enables efficient
resource sharing across frameworks, and otherwise push
control of task scheduling and execution to the frame-
works. Pushing control to the frameworks has two bene-
fits. First, it allows frameworks to implement diverse ap-
proaches to various problems in the cluster (e.g., achiev-
ing data locality, dealing with faults), and to evolve these
solutions independently. Second, it keeps Mesos simple
and minimizes the rate of change required of the system,
which makes it easier to keep Mesos scalable and robust.

Although Mesos provides a low-level interface, we ex-
pect higher-level libraries implementing common func-
tionality (such as fault tolerance) to be built on top of
it. These libraries would be analogous to library OSes in
the exokernel [20]. Putting this functionality in libraries
rather than in Mesos allows Mesos to remain small and
flexible, and lets the libraries evolve independently.

3.2 Overview
Figure 2 shows the main components of Mesos. Mesos
consists of a master process that manages slave daemons
running on each cluster node, and frameworks that run
tasks on these slaves.

The master implements fine-grained sharing across
frameworks using resource offers. Each resource offer
is a list of free resources on multiple slaves. The master
decides how many resources to offer to each framework
according to an organizational policy, such as fair sharing

FW Scheduler 
Job 1 Job 2 
Framework 1 

Allocation 
module 

Mesos 
master 

<s1, 4cpu, 4gb, … > 1 <fw1, task1, 2cpu, 1gb, … > 
<fw1, task2, 1cpu, 2gb, … > 4 

Slave 1 

Task 
Executor 

Task 

FW Scheduler 
Job 1 Job 2 
Framework 2 

Task 
Executor 

Task 

Slave 2 

<s1, 4cpu, 4gb, … > 
<task1, s1, 2cpu, 1gb, … > 
<task2, s1, 1cpu, 2gb, … > 3 2 

Figure 3: Resource offer example.

or priority. To support a diverse set of inter-framework
allocation policies, Mesos lets organizations define their
own policies via a pluggable allocation module.

Each framework running on Mesos consists of two
components: a scheduler that registers with the master
to be offered resources, and an executor process that is
launched on slave nodes to run the framework’s tasks.
While the master determines how many resources to of-
fer to each framework, the frameworks’ schedulers select
which of the offered resources to use. When a framework
accepts offered resources, it passes Mesos a description
of the tasks it wants to launch on them.

Figure 3 shows an example of how a framework gets
scheduled to run tasks. In step (1), slave 1 reports
to the master that it has 4 CPUs and 4 GB of mem-
ory free. The master then invokes the allocation mod-
ule, which tells it that framework 1 should be offered
all available resources. In step (2), the master sends a
resource offer describing these resources to framework
1. In step (3), the framework’s scheduler replies to the
master with information about two tasks to run on the
slave, using h2 CPUs, 1 GB RAMi for the first task, and
h1 CPUs, 2 GB RAMi for the second task. Finally, in
step (4), the master sends the tasks to the slave, which al-
locates appropriate resources to the framework’s execu-
tor, which in turn launches the two tasks (depicted with
dotted borders). Because 1 CPU and 1 GB of RAM are
still free, the allocation module may now offer them to
framework 2. In addition, this resource offer process re-
peats when tasks finish and new resources become free.

To maintain a thin interface and enable frameworks
to evolve independently, Mesos does not require frame-
works to specify their resource requirements or con-
straints. Instead, Mesos gives frameworks the ability to
reject offers. A framework can reject resources that do
not satisfy its constraints in order to wait for ones that
do. Thus, the rejection mechanism enables frameworks
to support arbitrarily complex resource constraints while
keeping Mesos simple and scalable.

One potential challenge with solely using the rejec-

3
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Resource Allocation
• Rejects: Framework can reject what is offered

• Does not specify what is needed
• May lead to starvation
• Works well in practice

• Default strategies
• Priorities
• Min-Max fairness

• Nodes with low demands pick first,
• Nodes with unmet demands share what is left

• Can revoke (kill) tasks using application-specific 
policies
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Performance Isolation
• Each framework should expect to run in isolation
• Uses containers

• Equivalent to “lightweight VMs”
• Managed on top of the OS (not below, like a VM)
• Bundle tools, libraries, configuration files, etc.
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Fault Tolerance
• Master process
• Soft state

• Can be reconstructed from slaves
• Hot-standby
• Only need leader election: Zookeeper
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Framework Incentives
• Short tasks

• Easier to find resources, less wasted work with revocations
• Scale elastically

• Making use of new resources enables starting earlier
• Parsimony

• Any resource obtained counts towards budget
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Limitations
• Fragmentation

• Decentralized scheduling worse than centralized bin packing
• Fine with large resources and small tasks
• Minimum offer size to accommodate large tasks

• Framework complexity
• Q: Is Mesos a bottleneck?
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Elastic Resource Utilization
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Resource Sharing Across FWs
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CPU Utilization
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Apache Yarn: Yet Another Resource 
Negotiator
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Apache YARN
• Generalizes the Hadoop MapReduce job scheduler
• Allows other services to share

• Hadoop Distributed File System (open-source GFS)
• Hadoop computing nodes
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Hadoop Evolution
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Differences with Mesos
• YARN is a monolithic scheduler

• Receives job requests
• Directly places the job (not the framework)

• Optimized for scheduling MapReduce jobs
• Batch jobs, long running time

• Not optimal for
• Long-running services
• Short-lived queries
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Abstract

Google’s Borg system is a cluster manager that runs hun-
dreds of thousands of jobs, from many thousands of differ-
ent applications, across a number of clusters each with up to
tens of thousands of machines.

It achieves high utilization by combining admission con-
trol, efficient task-packing, over-commitment, and machine
sharing with process-level performance isolation. It supports
high-availability applications with runtime features that min-
imize fault-recovery time, and scheduling policies that re-
duce the probability of correlated failures. Borg simplifies
life for its users by offering a declarative job specification
language, name service integration, real-time job monitor-
ing, and tools to analyze and simulate system behavior.

We present a summary of the Borg system architecture
and features, important design decisions, a quantitative anal-
ysis of some of its policy decisions, and a qualitative ex-
amination of lessons learned from a decade of operational
experience with it.

1. Introduction

The cluster management system we internally call Borg ad-
mits, schedules, starts, restarts, and monitors the full range
of applications that Google runs. This paper explains how.

Borg provides three main benefits: it (1) hides the details
of resource management and failure handling so its users can
focus on application development instead; (2) operates with
very high reliability and availability, and supports applica-
tions that do the same; and (3) lets us run workloads across
tens of thousands of machines effectively. Borg is not the
first system to address these issues, but it’s one of the few op-
erating at this scale, with this degree of resiliency and com-
pleteness. This paper is organized around these topics, con-

† Work done while author was at Google.
‡ Currently at University of Southern California.

Permission to make digital or hard copies of part or all of this work for personal or
classroom use is granted without fee provided that copies are not made or distributed
for profit or commercial advantage and that copies bear this notice and the full citation
on the first page. Copyrights for third-party components of this work must be honored.
For all other uses, contact the owner/author(s).
EuroSys’15, April 21–24, 2015, Bordeaux, France.
Copyright is held by the owner/author(s).
ACM 978-1-4503-3238-5/15/04.
http://dx.doi.org/10.1145/2741948.2741964
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Figure 1: The high-level architecture of Borg. Only a tiny fraction
of the thousands of worker nodes are shown.

cluding with a set of qualitative observations we have made
from operating Borg in production for more than a decade.

2. The user perspective

Borg’s users are Google developers and system administra-
tors (site reliability engineers or SREs) that run Google’s
applications and services. Users submit their work to Borg
in the form of jobs, each of which consists of one or more
tasks that all run the same program (binary). Each job runs
in one Borg cell, a set of machines that are managed as a
unit. The remainder of this section describes the main fea-
tures exposed in the user view of Borg.

2.1 The workload

Borg cells run a heterogenous workload with two main parts.
The first is long-running services that should “never” go
down, and handle short-lived latency-sensitive requests (a
few µs to a few hundred ms). Such services are used for
end-user-facing products such as Gmail, Google Docs, and
web search, and for internal infrastructure services (e.g.,
BigTable). The second is batch jobs that take from a few
seconds to a few days to complete; these are much less sen-
sitive to short-term performance fluctuations. The workload
mix varies across cells, which run different mixes of applica-
tions depending on their major tenants (e.g., some cells are
quite batch-intensive), and also varies over time: batch jobs
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Borg: Google’s RM

One of Borg’s primary goals is to make 
efficient use of Google’s fleet of machines, 

which represents a significant financial 
investment: increasing utilization by a few 

percentage points can save millions of dollars. 
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Some Takeaways
• Segregating production and non-production work 
would need 20–30% more machines in the median cell

• Production jobs reserve resources to deal with load spikes
• They rarely use those resources

• Most Borg cells (clusters) shared by 1000s of users
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Sharing is Vital
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(b) CDF of additional machines that would be needed if we
segregated the workload of 15 representative cells.

Figure 5: Segregating prod and non-prod work into different cells would need more machines. Both graphs show how many extra machines
would be needed if the prod and non-prod workloads were sent to separate cells, expressed as a percentage of the minimum number of
machines required to run the workload in a single cell. In this, and subsequent CDF plots, the value shown for each cell is derived from the
90%ile of the different cell sizes our experiment trials produced; the error bars show the complete range of values from the trials.

5.1 Evaluation methodology

Our jobs have placement constraints and need to handle rare
workload spikes, our machines are heterogenous, and we
run batch jobs in resources reclaimed from service jobs. So,
to evaluate our policy choices we needed a more sophisti-
cated metric than “average utilization”. After much exper-
imentation we picked cell compaction: given a workload,
we found out how small a cell it could be fitted into by
removing machines until the workload no longer fitted, re-
peatedly re-packing the workload from scratch to ensure that
we didn’t get hung up on an unlucky configuration. This
provided clean termination conditions and facilitated auto-
mated comparisons without the pitfalls of synthetic work-
load generation and modeling [31]. A quantitative compari-
son of evaluation techniques can be found in [78]: the details
are surprisingly subtle.

It wasn’t possible to perform experiments on live produc-
tion cells, but we used Fauxmaster to obtain high-fidelity
simulation results, using data from real production cells
and workloads, including all their constraints, actual lim-
its, reservations, and usage data (§5.5). This data came
from Borg checkpoints taken on Wednesday 2014-10-01
14:00 PDT. (Other checkpoints produced similar results.)
We picked 15 Borg cells to report on by first eliminating
special-purpose, test, and small (< 5000 machines) cells,
and then sampled the remaining population to achieve a
roughly even spread across the range of sizes.

To maintain machine heterogeneity in the compacted cell
we randomly selected machines to remove. To maintain
workload heterogeneity, we kept it all, except for server and
storage tasks tied to a particular machine (e.g., the Borglets).
We changed hard constraints to soft ones for jobs larger than
half the original cell size, and allowed up to 0.2% tasks to go
pending if they were very “picky” and could only be placed
on a handful of machines; extensive experiments showed
that this produced repeatable results with low variance. If

Figure 6: Segregating users would need more machines. The total
number of cells and the additional machines that would be needed
if users larger than the threshold shown were given their own
private cells, for 5 different cells.

we needed a larger cell than the original we cloned the orig-
inal cell a few times before compaction; if we needed more
cells, we just cloned the original.

Each experiment was repeated 11 times for each cell with
different random-number seeds. In the graphs, we use an er-
ror bar to display the min and max of the number of ma-
chines needed, and select the 90%ile value as the “result” –
the mean or median would not reflect what a system admin-
istrator would do if they wanted to be reasonably sure that
the workload would fit. We believe cell compaction provides
a fair, consistent way to compare scheduling policies, and it
translates directly into a cost/benefit result: better policies
require fewer machines to run the same workload.

Our experiments focused on scheduling (packing) a
workload from a point in time, rather than replaying a long-
term workload trace. This was partly to avoid the difficulties
of coping with open and closed queueing models [71, 79],
partly because traditional time-to-completion metrics don’t
apply to our environment with its long-running services,
partly to provide clean signals for making comparisons,
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Sizing the Requests
• Different metrics 

• Capacity: what a cluster can offer
• Limit: upper bound consumption declared by user
• Reservation: what is actually given by Borg
• Usage: what is actually used

• Q: Ideal case?
• Q: Practice?
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Figure 12: More aggressive resource estimation can reclaim more resources, with little effect on out-of-memory events (OOMs). A timeline
(starting on 2013-11-11) for one production cell of usage, reservation and limit averaged over 5-minute windows and cumulative out-of-
memory events; the slope of the latter is the aggregate rate of OOMs. Vertical bars separate weeks with different resource estimation settings.

pling the original cell before compaction began; the lower
bound from allowing these tasks to go pending. (This is less
than the roughly 100% overhead reported in [37] because we
supported more than 4 buckets and permitted CPU and RAM
capacity to scale independently.)

5.5 Resource reclamation

A job can specify a resource limit – an upper bound on the
resources that each task should be granted. The limit is used
by Borg to determine if the user has enough quota to admit
the job, and to determine if a particular machine has enough
free resources to schedule the task. Just as there are users
who buy more quota than they need, there are users who
request more resources than their tasks will use, because
Borg will normally kill a task that tries to use more RAM
or disk space than it requested, or throttle CPU to what it
asked for. In addition, some tasks occasionally need to use
all their resources (e.g., at peak times of day or while coping
with a denial-of-service attack), but most of the time do not.

Rather than waste allocated resources that are not cur-
rently being consumed, we estimate how many resources a
task will use and reclaim the rest for work that can tolerate
lower-quality resources, such as batch jobs. This whole pro-
cess is called resource reclamation. The estimate is called
the task’s reservation, and is computed by the Borgmas-
ter every few seconds, using fine-grained usage (resource-
consumption) information captured by the Borglet. The ini-
tial reservation is set equal to the resource request (the limit);
after 300 s, to allow for startup transients, it decays slowly
towards the actual usage plus a safety margin. The reserva-
tion is rapidly increased if the usage exceeds it.

The Borg scheduler uses limits to calculate feasibility
(§3.2) for prod tasks,4 so they never rely on reclaimed re-
sources and aren’t exposed to resource oversubscription; for
non-prod tasks, it uses the reservations of existing tasks so
the new tasks can be scheduled into reclaimed resources.

A machine may run out of resources at runtime if the
reservations (predictions) are wrong – even if all tasks use

4 To be precise, high-priority latency-sensitive ones – see §6.2.
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Figure 13: Scheduling delays as a function of load. A plot of how
often a runnable thread had to wait longer than 1ms to get access to
a CPU, as a function of how busy the machine was. In each pair of
bars, latency-sensitive tasks are on the left, batch ones on the right.
In only a few percent of the time did a thread have to wait longer
than 5 ms to access a CPU (the white bars); they almost never had
to wait longer (the darker bars). Data from a representative cell for
the month of December 2013; error bars show day-to-day variance.

less than their limits. If this happens, we kill or throttle non-
prod tasks, never prod ones.

Figure 10 shows that many more machines would be
required without resource reclamation. About 20% of the
workload (§6.2) runs in reclaimed resources in a median cell.

We can see more details in Figure 11, which shows the
ratio of reservations and usage to limits. A task that exceeds
its memory limit will be the first to be preempted if resources
are needed, regardless of its priority, so it is rare for tasks
to exceed their memory limit. On the other hand, CPU can
readily be throttled, so short-term spikes can push usage
above reservation fairly harmlessly.

Figure 11 suggests that resource reclamation may be un-
necessarily conservative: there is significant area between
the reservation and usage lines. To test this, we picked a live
production cell and adjusted the parameters of its resource
estimation algorithm to an aggressive setting for a week by
reducing the safety margin, and then to an medium setting
that was mid-way between the baseline and aggressive set-
tings for the next week, and then reverted to the baseline.
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Lessons Learned
• Cluster management is not just task management

• Load balancing
• Naming service

• Introspection
• Provide users with debugging tools for find out themselves

• Master is the kernel of a distributed system
• Simple basic functionality
• Composes multiple microservices

• Evolved into Kubernetes (open-source)


